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Abstract—Modern smart buildings use Personalized Comfort
Models (PCMs) to balance energy efficiency and occupant
comfort based on user feedback. However, their effectiveness is
limited because most feedback data is missing (75–96%) due to
occupants getting tired of frequent surveys.

This study evaluates 16 univariate interpolation algorithms—
including two ordinal-native comparators—to reliably impute
missing categorical Thermal Sensation Votes (TSV) without
distorting statistical distributions or environmental correlations.
Using data from 10 apartments, all continuous imputations were
subjected to discrete bounding and post-interpolation rounding
to match valid ASHRAE integers. Performance was assessed
through Pearson and Spearman correlation structure preserva-
tion and three distribution tests.

Results show that discrete rounding effectively neutralises
non-physical artefacts. The linear family and the ordinal-native
Ordinal Step method achieved identical lowest mean absolute
correlation perturbation (0.113), while zero-order hold proved
the most destructive (1.81× more accumulated error). Spearman
and Pearson rankings were significantly consistent (Kendall’s τ =
0.69, p<0.001), validating the use of Pearson as a relative metric
for ordinal TSV.

Ultimately, bounded and rounded linear or cubic interpola-
tions offer a computationally lightweight and robust method to
reconstruct highly sparse subjective feedback, ensuring contin-
uous PCM training despite fluctuating occupant participation.

Index Terms—Thermal Sensation Vote, Personalised Comfort
Models, Human-in-the-Loop, Data augmentation

I. INTRODUCTION

Smart building automation systems are theoretically capable
of operating efficiently, yet their practical deployment exposes
a fundamental limitation: the scarcity of continuous, user-
centric feedback data [1]. Such subjective data is essential for

model robustness and personalized building behavior, but is
rarely collected at scale or over long periods [2].

Thermal comfort is primarily quantified via the Thermal
Sensation Vote (TSV), a standardized metric [3] on the
ASHRAE [4] 7-point scale (−3 = very cold, 0 = neutral, +3 =
very hot), capturing an occupant’s real-time thermal perception
[5]. With the residential sector accounting for approximately
27.4% of EU energy consumption [6], there is a growing
shift from viewing thermal comfort and energy efficiency as
competing objectives to jointly optimizing them [7]. This is
the central goal of the European DEDALUS project, a data-
driven Demand Response (DR) ecosystem leveraging digital
twins and AI to enhance occupant well-being while optimizing
energy use [8].

To realize this synergy, modern systems move beyond
Fanger’s population-average model toward Personalised Com-
fort Models (PCMs) [9] — ML-driven frameworks that learn
individual thermal preferences from IoT sensor streams. These
PCMs operate within a Human-in-the-Loop (HITL) paradigm
[10], where real-time occupant feedback continuously refines
the HVAC control loop [11].

In practice, TSV is collected via smartphone apps, wear-
ables, or web dashboards [12], pairing subjective votes with
concurrent environmental data (temperature, humidity) to train
the PCM [13].

Despite these advantages, HITL systems face a critical data
acquisition bottleneck: survey fatigue leads occupants to ig-
nore requests or provide careless responses, while social desir-
ability bias and perceived lack of HVAC responsiveness further
reduce participation [14]. The result is highly fragmented TSV
datasets with 75–96% missing values [14], heavily skewed



toward “neutral” (0) votes as occupants physically adapt rather
than report discomfort. This sparsity fundamentally degrades
PCM accuracy, creating an urgent need to reliably impute
missing TSV observations.

A. State of the Art

To train supervised machine learning models on such
datasets, the missing TSV values must be imputed. While
sophisticated multivariate imputation techniques exist [15],
[16], univariate interpolation along the temporal axis is
widely used in practice owing to its simplicity, computa-
tional efficiency, and minimal assumptions about the data-
generating process [17]. Despite its prevalence, the sensitivity
of downstream model performance to the choice of interpo-
lation method has received limited systematic attention [18].
Different interpolation strategies impose distinct smoothness
constraints and may introduce distributional artefacts [19],
particularly when applied to sparse, irregularly sampled sub-
jective data [20]. Furthermore, the combined effect of the
interpolation method, each room’s thermal behavior, and the
amount of missing data is still not well understood [21].
In thermal comfort research, missing TSV data is typically
addressed using listwise deletion [22], univariate temporal
interpolation [23], or multivariate imputation methods [24].
State-of-the-art multivariate frameworks and ensemble ma-
chine learning models predicting categorical TSV data typ-
ically report a Mean Absolute Error (MAE) between 0.45
and 0.65, exact classification accuracies around 55–65%, and
robust ±1 point tolerance accuracies exceeding 85%. Fur-
thermore, advanced ordinal-aware imputation algorithms and
generative models (e.g., missForest, CTGAN) successfully
preserve underlying structural integrity, generally yielding a
mean absolute correlation perturbation between 0.06 and 0.09
[25]. Benchmark studies for missing-data imputation in time
series exist at the general level. Lepot et al. [17] compared
interpolation methods for water-quality sensor data, and Toye
et al. [26] recently benchmarked 12 imputation methods on
health time series (glucose monitoring, heart rate), finding
that linear interpolation achieved the lowest RMSE across
all missingness mechanisms. However, no analogous domain-
specific benchmark exists for categorical subjective comfort
data. The distinct challenge of TSV imputation lies in its
dual constraint: values must remain physically valid integers
on the ASHRAE scale while preserving both the statistical
distribution and the correlation structure with continuous envi-
ronmental predictors. While heavy probabilistic algorithms set
the baseline for structural preservation (achieving correlation
errors below 0.10), the capacity of high-speed, univariate
interpolation methods to meet these strict psychometric and
multivariate constraints remains unquantified. Since TSV in-
terpolation is treated purely as a preprocessing step, there is no
empirical evidence focused solely on the interpolation stage in
this domain. This gap motivates the present study. To address
these methodological gaps, this study formulates the following
primary research question: How can missing categorical TSVs
be reliably imputed in continuous indoor monitoring datasets

without distorting their underlying statistical distribution and
correlation with environmental predictors? To systematically
investigate this, the paper addresses two specific sub-questions:

1) Which interpolation method (e.g., linear, polynomial,
splines, or shape-preserving) best preserves the original
patterns and meaning of categorical data when filling in
missing values?

2) How much does rounding interpolated values reduce
unrealistic or meaningless results when filling in missing
data?

II. MATERIALS AND METHODS

This section outlines the experimental procedure used to
assess various interpolation methods. First, the data collection
and preprocessing steps are detailed in Sec. II-A. Next, the
specific interpolation methods under consideration are listed
in Sec. II-B. Finally, the evaluation criteria used to measure
the performance of each method are described in Sec. II-C.

A. Dataset and Preprocessing

The data was collected during the DEDALUS project, which
monitored elderly residents (ages 72-90 years old) living in 10
apartments in Treviso, Italy. The dataset pairs human feedback
(TSV) with continuous environmental measurements, which
are T̃r and T̃out indoor and outdoor air temperatures respec-
tively, R̃Hr the indoor relative humidity, b̃ the forecasted
energy consumption for that day, d, h, and s the day of week,
hour of day, and season index respectively (each encoded
as sine and cosine pairs to capture their cyclical nature),
∆T̃ the indoor–outdoor temperature difference, and ⊮day a
binary daytime indicator. To ensure the continuous sensor
readings strictly aligned with the human feedback, the data
for each apartment was cropped. Any sensor data recorded
before a resident’s first feedback or after their final feedback
was discarded. The subjective feedback was collected using the
Telegram messaging app. Residents received automated hourly
notifications reminding them to submit their TSV. However, to
prevent survey fatigue, participants were advised to submit at
least three surveys per day (morning, after lunch and evening)
rather than responding to every single hourly notification. A
summary of the TSV feedback data per apartment is provided
in Table I. Because residents did not sent their feedback every
hour, there is a high proportion of missing hourly TSV values.
This missing data ranges from 85.2% (Apartment 144, with 9
out of 61 samples) to 96.3% (Apartment 157, with 156 out of
4,262 samples).

B. Interpolation Methods

Sixteen interpolation methods were evaluated, spanning
five functional families. The Linear methods for interpola-
tion include (01) Linear, (02) First-order spline, (03) Time-
weighted linear interpolation. The next group is the Polyno-
mial Methods which includes (04) Quadratic interpolation,
(05) Cubic interpolation, (06) Global polynomial (order 3),
(07) Barycentric rational interpolation, (08) Krogh interpola-
tion. The Piecewise-Constant interpolation Methods consist of



TABLE I
MISSING DATA STATISTICS PER APARTMENT. SHOWING THE TOTAL
NUMBER OF HOURLY QUESTIONNAIRES SENT Ntotal , THE ACTUAL

NUMBER OF QUESTIONNARIES SUBMITTED BY EACH TENANT Navail ,
AND THE MISSING FEEDBACK COUNT AND PERCENT Nmiss .

Apartment Ntotal Navail Nmiss Missing (%)

144 61 9 52 85.2
145 64 9 55 85.9
147 62 9 53 85.5
149 829 108 721 87.0
151 831 103 728 87.6
153 830 88 742 89.4
154 4 264 162 4 102 96.2
155 63 9 54 85.7
157 4 262 156 4 106 96.3
158 996 126 870 87.3

(09) Nearest-neighbour, and (10) Zero-order hold. Next, Spline
Methods includes (11) Smoothing B-spline (order 3), and (12)
Natural cubic spline. Finally, Shape-Preserving Methods in-
clude (13) Piecewise Cubic Hermite Interpolating Polynomial
(PCHIP), and (14) Akima sub-spline.

To provide ordinal-native comparators that inherently re-
spect the discrete ASHRAE scale without requiring post-hoc
rounding, two additional methods were included: (15) Ordinal
Step advances through ASHRAE categories exactly one step at
a time, distributing category transitions proportionally across
the gap duration; (16) Ordinal Midpoint assigns the rounded
median of the two bounding observed votes to every position
within a gap, creating a piecewise-constant approximation
grounded in ordinal arithmetic.

Although methods (01)–(14) apply continuous mathematical
interpolation to an ordinal variable, which assumes equal
spacing between ASHRAE scale, this is standard practice
in TSV literature [27] and is justified by the mandatory
post-processing step: all interpolated values are clipped to
[−3,+3] and rounded to the nearest valid integer before any
analysis, ensuring the imputed series never contains non-
physical fractional votes. The ordinal-native methods (15)–
(16) serve as empirical reference comparators to test whether
natively respecting the discrete scale provides any performance
advantage over bounded continuous methods.

C. Evaluation Framework

Two complementary evaluation criteria were employed:
1) Correlation Structure Preservation: To evaluate the

impact of interpolation on the data relationships, Pearson
correlation [28] matrices were computed for each apartment
both before and after applying the imputation methods. The
overall structural perturbation was quantified by calculating the
mean absolute difference and the Frobenius norm between the
original and interpolated matrices [29]. Furthermore, changes
in Pearson correlation specifically involving the TSV were iso-
lated to assess how each method affected the target variable’s
relationship with the environmental predictors.

To assess whether the choice of correlation measure affects
method rankings given the ordinal nature of TSV, Spearman
rank correlation (ρs) [30] was computed in parallel with
Pearson for each apartment and method. The mean absolute
perturbation in Spearman ρs was computed identically to the
Pearson metric. Kendall’s τ [31] between the Pearson-based
and Spearman-based method rankings was then calculated to
quantify their consistency.

2) Statistical Distribution Tests: To verify that the interpo-
lation methods preserved the original data’s structural charac-
teristics, three independent two-sample tests were applied to
each apartment-method pair. Unpaired tests were utilized due
to the unequal lengths of the original and interpolated datasets.

The evaluation employed the Kolmogorov-Smirnov (KS)
test [32] to detect overall deviations between the empirical
cumulative distributions, the Mann-Whitney U test [33] to
assess stochastic equality, and the Anderson-Darling k-sample
test [34] to specifically capture discrepancies in the distribution
tails. All tests were evaluated at a 0.05 significance level. To
ensure statistical validity, the performance of each method is
reported as a rejection rate, representing the proportion of
apartments where the null hypothesis of equal distributions
was rejected. [35].

III. RESULTS

A total of 16 × 10 = 160 method–apartment experiments
were conducted. All sixteen methods converged for every
apartment, yielding a complete factorial design.

A. Correlation Structure Preservation

Figure 1 visualises how each interpolation method perturbs
the TSV–feature correlation, with methods ordered from best
(linear family) to worst (zero-hold) preservation. Table II
quantifies these perturbations, showing that the linear family—
Linear, Slinear, and Time—achieves the smallest mean abso-
lute correlation change (0.113), with the ordinal-native Ordinal
Step method (0.113) matching identically, closely followed
by PCHIP and Nearest-neighbour (0.114), while zero-order
hold induces the largest perturbation (0.207). The accumulated
absolute change follows the same ranking, with zero-order
hold accumulating 1.81× more perturbation than the best-
performing methods (1.528 vs 0.845). Maximum individual
perturbations range from 0.309 (Linear family) to 0.483 (zero-
hold), with indoor temperature (T̃r) being the most frequently
perturbed feature across interpolation strategies.

Critically, the Pearson-based and Spearman rank-based
method rankings are significantly consistent across all 16
methods (Kendall’s τ = 0.69, p < 0.001), confirming that
the use of Pearson correlation as a relative perturbation metric
is equivalent to an ordinal-compatible measure for this dataset.

B. Statistical Distribution Analysis

To assess the distributional fidelity of the imputed data,
Figure 2 illustrates the KS rejection rates for each interpolation
method across all evaluated apartments. A lower rejection
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Fig. 1. Mean change in Pearson correlation between TSV and each predictor feature after interpolation, averaged across ten apartments. Rows are ordered
by mean absolute perturbation (best preservation at top); the linear family and Ordinal Step are jointly ranked first.

rate (20) indicates a higher success in preserving the original
statistical distribution of TSV.

The results demonstrate a robust baseline performance
across the majority of the algorithms. 13 out of the 16 eval-
uated methods, encompassing the linear family, the Ordinal
Step method, cubic splines, shape-preserving methods (Akima,
PCHIP), nearest-neighbour, and Krogh approaches, achieved a
minimal KS rejection rate of 20%. This signifies that in 80%
of the test cases, the null hypothesis (that the original and
interpolated distributions are stochastically equivalent) could
not be rejected. This widespread stability underscores the
effectiveness of bounding and rounding the imputed values to
match the discrete ASHRAE scale [4], successfully preventing
the introduction of non-physical continuous artifacts.

Conversely, three methods exhibited elevated rejection rates.
B-Spline reached the highest Anderson-Darling rejection rate
of 70% (KS: 40%, Mann-Whitney U : 60%), and Barycentric
reached 50% across KS, Mann-Whitney U , and Anderson-
Darling tests. Notably, the Ordinal Midpoint method—despite
being a natively ordinal approach—also exhibited elevated
rates (KS: 30%, Mann-Whitney U : 50%, Anderson-Darling:
50%), revealing that its piecewise-constant structure artificially
concentrates mass at intermediate categories and distorts the
empirical distribution. This result demonstrates that structural
ordinality alone does not guarantee distributional fidelity.

IV. DISCUSSION AND CONCLUSION

Missing data is a pervasive challenge for HITL building
control systems and PCMs, where survey fatigue severely
fragments essential TSV datasets. Because TSV provides

0% 20% 40% 60% 80% 100%
Rejection rate (%)
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(03) Time

(15) Ordinal Step

(13) PCHIP

(09) Nearest-neighbour

(14) Akima

(04) Quadratic

(05) Cubic

(06) Polynomial

(12) Cubic Spline

(16) Ordinal Midpoint

(11) B-Spline

(08) Krogh

(07) Barycentric

(10) Zero-hold

20 % baseline
KS test
Mann-Whitney U
Anderson-Darling

Fig. 2. Rejection rates (proportion of apartments where H0 was rejected
at α = 0.05) for three two-sample distribution tests. Methods ordered best-
to-worst by mean absolute Pearson correlation perturbation (top to bottom).
Dashed line marks the 20% baseline achieved by 13 of 16 methods.

the fundamental ground truth for thermal perception, data
continuity is vital for downstream predictive models. To avoid
the fractional artifacts of continuous imputation, studies using
the ordinal 7-point ASHRAE scale have historically relied
on listwise deletion, causing severe information loss [22].
Conversely, advanced imputation techniques like GANs [24]
and Spline Regression [23] have strictly targeted continuous



TABLE II
CORRELATION PERTURBATION (CHANGE AFTER THE INTERPOLATION)

(MEAN ACROSS APARTMENTS).
MEAN: MEAN ABSOLUTE CORRELATION CHANGE (BEFORE AND AFTER

THE INTERPOLATION) ACROSS THE FEATURES;
ACCUM: ACCUMULATED ABSOLUTE CHANGE IN CORRELATION AFTER

THE INTERPOLATION ACROSS THE FEATURES;
MAX: MAXIMUM CORRELATION PERTURBATION;

FEATURE: MOST CORRELATION CHANGED FEATURE.

Method Mean Accum Max Feature

(01) Linear 0.113 0.845 0.309 T̃r

(02) Slinear 0.113 0.845 0.309 T̃r

(03) Time 0.113 0.845 0.309 T̃r

(15) Ordinal Step 0.113 0.845 0.322 T̃r

(13) PCHIP 0.114 0.856 0.328 T̃r

(09) Nearest-neighbour 0.114 0.859 0.325 T̃r

(14) Akima 0.123 0.928 0.346 T̃r

(04) Quadratic 0.133 1.006 0.350 T̃r

(05) Cubic 0.136 1.026 0.350 T̃r

(06) Polynomial 0.136 1.026 0.350 T̃r

(12) Cubic Spline 0.138 1.039 0.345 T̃r

(16) Ordinal Midpoint 0.150 1.119 0.329 hsin

(11) B-Spline 0.154 1.153 0.394 hsin

(08) Krogh 0.166 1.269 0.407 T̃r

(07) Barycentric 0.179 1.393 0.460 T̃r

(10) Zero-hold 0.207 1.528 0.483 T̃r

Note: Numbers (XX) refer to the interpolation methods’ numbering
stated in Section II-B

physical variables, leaving a critical gap in handling ordinal,
human-centric data.

To address this gap, this study systematically evaluated 16
univariate interpolation algorithms across 10 distinct indoor
environments to reconstruct highly sparse TSV datasets. We
empirically demonstrate that applying discrete bounding and
post-interpolation rounding to standard linear and cubic in-
terpolations successfully imputes categorical subjective data,
offering a robust alternative to both naive data deletion and
unconstrained continuous imputation.

The results establish a clear hierarchy in interpolation effi-
cacy and highlight the necessity of data processing constraints
to maintain high measurement quality:

• High Fidelity vs. State-of-the-Art Generative Models:
The linear family (Linear, Slinear, Time) and the natively
ordinal Ordinal Step method (15) achieved the lowest
mean absolute correlation perturbation (0.113), closely
followed by PCHIP and Nearest-neighbour (0.114). In
recent literature, computationally massive, ordinal-aware
generative models (e.g., missForest, CTGAN) establish
the baseline for structural preservation, typically yielding
correlation perturbations between 0.06 and 0.09 [25],
[36]. While the proposed linear interpolation exhibits a
marginally higher perturbation (0.113), it confirms that
linear approximations—when adequately bounded and
rounded—successfully preserve the underlying multivari-
ate dependencies without suffering structural distortion.

• The Critical Role of Rounding: Enforcing the discrete

ASHRAE boundaries effectively neutralized the non-
physical overshooting typically associated with contin-
uous splines. Consequently, 13 of the 16 methods main-
tained robust distributional fidelity, achieving a low 20%
rejection rate in KS tests.

• Underperforming Methods: Zero-order hold proved
highly destructive to the correlation structure, accumulat-
ing 1.81× more total error than the best linear methods
(1.528 vs 0.845, mean perturbation 0.207). B-Spline
and Barycentric failed distributional tests (B-Spline: 70%
AD, 60% MW; Barycentric: 50% across all three tests).
Importantly, the Ordinal Midpoint method—despite being
natively ordinal—also failed (KS: 30%, MW: 50%), con-
firming that the type of interpolation framework matters
more than its philosophical alignment with the scale type.

By benchmarking these methods, this study advances the
foundational knowledge required to build robust PCMs. The
slight trade-off in correlation fidelity (0.113 versus the ∼0.08
of advanced probabilistic models) is outweighed by the elim-
ination of algorithmic latency. When time-series data for
apartments are cropped to start at the first human feedback
observation and end at the last, creating bounded temporal
windows, deploying iterative matrix operations becomes a
severe bottleneck. Within protocols requiring high-frequency
subjective questionnaires—such as those administered every
4 minutes during the acclimatization period—the latency of
complex ML imputations prevents real-time responsiveness.
Thus, researchers should employ constrained cubic or linear
interpolation as a computationally lightweight and highly
effective data augmentation pipeline that can be directly in-
tegrated into smart building dashboards and DR ecosystems.

The results of this assessment demonstrate that the choice
of interpolation method significantly impacts the reliability of
TSV. In the context of the DEDALUS project, where data
from elderly inhabitants often contain gaps due to a lack
of TSVs, robust interpolation ensures continuous longitudinal
thermal analysis. By recovering missing TSVs, researchers
can better understand the nuances of thermal vulnerability in
aging populations. By rescuing fragmented data, this work
actively pushes the boundaries of the comfort field, shifting
the paradigm from discarding imperfect subjective surveys to
rigorously recovering them. Furthermore, within the broader
measurement field, this study provides a benchmark for se-
lecting algorithms that balance computational efficiency with
physical accuracy, ensuring that transient comfort states are
not lost to data sparsity.

Despite these promising findings, this study is subject to cer-
tain limitations. The evaluation relied exclusively on univariate
temporal interpolation, and the dataset was restricted to a
specific demographic (elderly occupants) within two buildings.

Most importantly, while this study establishes the statistical
and structural fidelity of the imputed data, it did not evaluate
the performance of downstream machine learning models
trained on these datasets. Therefore, a critical next step for
future work is to explicitly quantify the direct impact of
the interpolation choice on ML model accuracy. Specifically,



future research will train tree-based and ordinal predictive
architectures on the augmented datasets to compare model
performance with and without the interpolation step.

Furthermore, future work should compare these univariate
baselines against multivariate imputation techniques, such as
MICE or deep learning-based autoencoders, to determine the
optimal preprocessing pipeline for PCMs.
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